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Introduction and evaluation

Popular science writing must preserve scientific accuracy while matching readers’ knowledge,
cognitive capacity and interests. Simplifying technical content can distort facts, whereas factual
revision canmake prose less accessible. CWF treats reader adaptation and factual reliability as a
joint writing task, rather than optimizing either objective in isolation.
Supervised adaptation needs costly audience–domain paired data; retrieval-based fact-checking
struggles with missing or conflicting evidence. Reusable experts andmulti-perspective verification
address these limitations.

Figure 1. CWF versus specialized fine-tuning and RAG approaches (original, p. 1).

Three contributions. (1) PSCB jointly evaluates audience adaptation and factual reliability. (2)
DA-MoE decouples audience expression from scientific expertise, reducing reliance on paired
training data. (3) Multi-agent debate and graph inference produce traceable claim confidence and
guide revision under incomplete evidence.

PSCB: reader-centered evaluation
39,134 training entries span AI, Biology and Medicine for child, teen and adult readers. Texts come
from science-orientedWeChat accounts and books. Separate audience and domain data support
expert specialization without requiring every entry to cover both attributes.
Ten dimensions, three metrics. Cognitive Load (CL) measures intrinsic fit, extraneous burden
control and germane support [3]. Personalization Alignment (PA) measures relevance,
knowledge-level fit, style consistency and contextual resonance. Reader Attitude (RA) measures
engagement, trust and continuance intention. Dimension scores range from 0 to 5.
A meta-evaluator assigns dimension weights from only the topic and persona; a judge scores each
dimension with a rationale. Weights are nonnegative and sum to one. CL, PA and RA are equally
averaged:
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Human protocol. A 40-item questionnaire retains 90 readers (30 per group), 540 of 585 responses
and six anonymized systems. Counterbalanced presentation, reverse coding and response-quality
screening support comparability. Qwen-Plus dynamic weighting reaches MAE 0.417, Spearman
ρ = 0.829 and 86.7% pairwise ordering accuracy (Figure 3); inter-participant agreement is
0.781–0.803.

Efficiency through expert reuse

Reader Group Mean Std. Median Min Max

Children 0.686 0.101 0.697 0.383 0.846
Teenagers 0.262 0.080 0.256 0.095 0.480
Adults 0.183 0.059 0.176 0.079 0.351

Table 1: Distribution of α across different target reader
groups (n = 100 per group).

Method Training
Time

Data
Amount Data Type Average

PSCB score

LoRA 2.1 hrs 5000 Dual-style 2.985
MoE 8.3 hrs 20000 Single-style 3.059
DA-MoE 22 min 1000 Single-style 3.451

Table 2: Comparison of training time, data requirements,
data type, and average PSCB score in different methods.

oriented MoE outputs:

h(x) = α ∗ hs(x) + (1− α) ∗ hk(x). (5)

To examine whether AlphaNet learns different
balances for different target audiences, we analyze
the distribution of α across reader groups.

As shown in Table 1, the mean α decreases from
children (0.686) to teenagers (0.262) and adults
(0.183). Since a larger α indicates greater reliance
on the style network, this result suggests that the
model places more emphasis on style and read-
ability for younger readers, while relying more on
knowledge content for adult readers. This pattern
is also consistent with previous studies showing
that narrative and style-oriented presentation can
improve comprehension and engagement for non-
expert audiences (Dahlstrom, 2014; Downs, 2014).

Table 2 shows that our method achieves the high-
est average PSCB score while requiring substan-
tially less training time and fewer training exam-
ples. This efficiency mainly comes from the modu-
lar design of our framework. When extending the
model to a new domain, we do not need to collect
large-scale dual-style data or retrain the full model.
Instead, only a small amount of single-style data
is required to train the gating network, while the
existing style and knowledge experts can be reused.

3.3 Fact-checking and Revision

Our framework performs fact-checking through a
multi-agent collaboration that simulates interactive
discussions around scientific claims. Rather than
relying on a single model to assess factuality, we
decompose the verification process into a sequence
of role-specific steps.

Claim Extraction. Given a draft article, the
system parses each paragraph into a set of atomic
claims, ensuring that each statement can be inde-
pendently verified. For each decomposed claim,
we estimate its coverage to the original paragraph
and the sums of all coverage scores are 1, which
are used as weights in confidence aggregation.

Markov Chain–Based Debate. We instantiate
three complementary roles: Leader acts as an ex-
pert who gives the scientific judgment; Trust agent
acts as a reader-oriented supporter who searches for
reasonable evidence and complementary explana-
tion; Skeptic agent acts as a critics who challenges
unsupported claims and weak evidence. Science
communication is not merely a one-way transmis-
sion of expert knowledge, but a mediated process
involving expert judgment, audience-oriented inter-
pretation, and critical gatekeeping (Wynne, 1992;
Burns et al., 2003; Fahy and Nisbet, 2011). Ac-
cordingly, the Leader, Trust, and Skeptic agents
respectively operationalize these three functions
for factual verification, with detailed role designs
provided in Appendix B.

Given an atomic claim, the process starts from
S0, where the Leader provides an initial judg-
ment. The subsequent debate order is controlled by
the factuality signal f(Lt) parsed from the latest
Leader output, where f(Lt) = 1 for supportive
stances (1, 0.2) and f(Lt) = 0 for neutral or op-
posing stances (0,−0.2,−1):

St+1 =

{
S2, f(Lt) = 1,

S1, f(Lt) = 0.
(6)

When Leader initially supports a claim, Skeptic
is invoked first to prevent premature acceptance;
when Leader is uncertain or negative, Trust agent
is invoked first to explore missing evidence or alter-
native explanatory paths. After each round, Leader
updates the judgment based on both agents’ argu-
ments, and the transition rule is applied again.

We set the maximum number of debate rounds to
Rmax = 3, following the ablation results (provided
in Appendix A.4) showing that three rounds pro-
vide the most stable confidence estimates. The de-
bate stops early if all agents reach the same stance
after one complete debate round; otherwise, it con-
tinues until Rmax is reached.

Confidence Calculation. The graph assigns
every claim, agent statement, and evidence a
confidence score on [0, 5]. Evidence nodes are
fixed at confidence 5, while claim and agent-

Table 2. Complete training-time, data and PSCB comparison (original, p. 5).

22minutes with 1,000 single-style examples describes lightweight adaptation that reuses existing
experts, excluding their initial pretraining. One V100 (32 GB) is used; DA-MoE scores 3.451 versus
LoRA 2.985 and MoE 3.059.

Framework and method

Figure 2. Complete pipeline: collaborative drafting, DA-MoE personalization, andmulti-agent verification with
graph-based revision (original, p. 4).

1. Collaborative drafting: organize before expanding
A planner develops the article structure and section summaries. A writer expands them into
coherent passages with examples and transitions. This separation improves narrative coherence.

2. DA-MoE: compose audience and knowledge experts
TwoMoE networks use Qwen2.5-3B experts: audience experts specialize in reader-oriented
expression, while knowledge experts specialize in scientific domains. MixLoRA [1] supplies
plug-and-play routing. Each expert is independently fine-tuned on its assigned data; experts are
then frozen while lightweight gates learn input-dependent weights. For r ∈ {s, k} (audience,
knowledge):

gr(x) = softmax(MLPr(x)),

hr(x) =

Tr∑
j=1

grj(x)E
r
j (x).

Reusable modules allow new experts without full-model retraining.

3. AlphaNet: balance style and domain content
AnMLP predicts the input-dependent fusion coefficient. The final hidden representation
combines the two networks:

α = MLPalphanet(x),

h(x) = αhs(x) + (1− α)hk(x).

Mean audience weights are 0.686 for children, 0.262 for teens and 0.183 for adults (100 samples
each), indicating greater emphasis on reader-oriented expression for younger readers.

4. Verify atomic claims through role-specific debate
Paragraphs are decomposed into independently verifiable claims [2,4]; coverage weights sum to
one and support confidence aggregation. Leadermakes the scientific judgment, Trust searches
for supporting evidence and complementary explanations, and Skeptic challenges unsupported
claims and weak evidence. A supportive Leader invokes Skeptic first; a neutral or opposing
Leader invokes Trust first. The latest Leader judgment controls the next debate order:

St+1 =

{
S2, f (Lt) = 1,

S1, f (Lt) = 0.

Here S1 follows Leader–Trust–Skeptic and S2 follows Leader–Skeptic–Trust; f (Lt) distinguishes
supportive from neutral or opposing stances. Leader updates its judgment after both agents
respond. Debate stops at a shared stance after a full round or at three rounds.

5. Propagate confidence, then revise
Evidence nodes have confidence 5; claims and agent statements start at the neutral prior 2.5.
Signed stances {−1,−0.2, 0, 0.2, 1} encode opposition, neutrality and support. Confidence
propagates bottom-up on a 0–5 scale through evidence and reasoning statements. The graph
makes judgments traceable and supplements scarce direct evidence through indirect reasoning.
A summarizer revises low-confidence or inconsistent claims andmerges them into the verified
article. CWF denotes the generator;CWF-R adds fact-checking and revision.

Experiments and analysis

Group Method LLM User Fact. Acc.

Child

Base 2.776 3.293 3.18
LoRA 2.955 3.286 3.31
MoE 3.185 3.391 3.47
Qwen2.5-14B 3.606 3.535 3.67
CWF 3.683 3.542 3.72
CWF-R 3.330 3.480 4.05

Teens

Base 2.770 3.461 3.24
LoRA 2.782 3.290 3.37
MoE 2.869 3.355 3.52
Qwen2.5-14B 2.829 3.680 3.73
CWF 3.066 3.845 3.88
CWF-R 3.020 3.783 4.21

Adult

Base 3.442 3.775 3.31
LoRA 3.218 3.248 3.44
MoE 3.124 3.601 3.57
Qwen2.5-14B 3.192 3.900 3.79
CWF 3.603 3.994 3.93
CWF-R 3.457 3.944 4.26

Table 4: Overall performance across all topics for six
methods and three target reader groups. LLM and User
denote personalization scores; Fact. Acc. denotes
article-level graph-based factual accuracy. All three
metrics are reported on a 0–5 scale.

science writing to different cognitive levels. LoRA
and MoE provide useful adaptation baselines, but
they do not consistently improve user experience
over Base model. Based on participant feedback,
LoRA- and MoE-generated texts often exhibit mis-
matches with the target audience.

Specifically, outputs for children are perceived
as overly simplistic and lacking substantive con-
tent, while those for teens and adults tend to be
excessively difficult. This suggests that SFT or ex-
pert routing can capture some surface-level style
patterns, but is insufficient for fine-grained cogni-
tive adaptation. In contrast, CWF explicitly ad-
justs both style and audience adaptation. CWF
also outperforms the larger Qwen2.5-14B base-
line, showing that the gains mainly come from
the framework design. CWF-R obtains the best
factual accuracy, confirming the benefit of the re-
vision stage. Its slightly lower personalization
scores reflect a mild but audience-dependent trade-
off between factual revision and reader-centric ex-
pression. Stronger factual revision substantially
improves reliability, but it may introduce formal
scientific constraints and higher information den-
sity, which can increase cognitive load and re-
duce accessibility, especially for younger audi-
ences. PSCB captures this communication-level
trade-off: factual revision in popular science writ-

Method Dynamic Average One-Step User

Base 2.965 2.276 2.183 3.510
LoRA 2.984 2.602 2.576 3.275
MoE 3.059 2.672 2.462 3.449
Qwen2.5-14B 3.209 2.863 2.763 3.705
CWF 3.451 3.119 2.828 3.794
CWF-R 3.302 2.914 3.011 3.736

MAE ↓ 0.417 0.837 0.941 —
MARD ↓ 0.667 0.667 1.000 —

Table 5: Consistency between LLM & human scores.

ing should be adapted to cognitive levels rather
than applied uniformly across audiences. Com-
pared with Base model, CWF improves the average
LLM-as-a-judge and human evaluation by 15.2%
and 8.1%, respectively, while CWF-R improves av-
erage factual accuracy by 28.7%.

Paired tests on the common topic set (Ap-
pendix E) show that all pairwise differences re-
main statistically significant after Holm correction.
CWF significantly outperforms Qwen2.5-14B for
child, teen, and adult readers. CWF-R also differs
significantly from CWF across all reader groups.

Results judged by more models are provided in
the Appendix A.1.

5.2 Effectiveness of PSCB

We further analyze whether the design of PSCB
improves the consistency between LLM-as-a-judge
and human evaluation. As shown in Table 5, aver-
age weighting achieves lower aggregate MAE than
one-step, indicating that decomposing personaliza-
tion into explicit metrics reduces the ambiguity of
holistic scoring and makes LLM judgments closer
to human ratings. Dynamic dimension weighting
achieves the best consistency, suggesting that equal
weighting is insufficient for audience-adaptive sci-
ence writing. Since different topics and target audi-
ences emphasize different evaluation aspects, dif-
ferent weights help PSCB better capture human
preferences. Figure 3 visually confirms this trend:
Dynamic Dimension Weighting is closest to the
human evaluation curve, followed by Average Di-
mension Weighting, while One-step LLM Scoring
deviates the most. These results show that met-
ric decomposition and dynamic weighting jointly
make PSCB more human-aligned, interpretable,
and traceable.

Table 4. Complete six-system, three-audience results. LLM/User: personalization; Fact. Acc.: article-level graph score.
All scores: 0–5 (original, p. 8).

(a) Figure 3. Human–LLM consistency (p. 7). (b) Figure 4. Debate rounds (p. 14).

(c) Figure 5. Backbone robustness (p. 15). (d) Figure 6. Token usage (p. 16).
Setup and main gains. Base is Qwen2.5-3B; Qwen2.5-14B is the larger baseline. LoRA, MoE, CWF
and CWF-R use the 3B backbone. Relative to Base, CWF improves average LLM personalization by
15.2% and human ratings by 8.1%; CWF-R improves factual accuracy by 28.7%.
Verification analysis. Without debate, the supported–partial confidence gap falls from 1.489 to
1.061. Without graph propagation, unsupported-claim confidence rises from 1.327 to 1.742. SAFE
F1@64 increases from 0.577 (CWF) to 0.717 (CWF-R), on a 0–1 scale. Three rounds balance
discrimination and stability; a fourth gives small gains and higher variance. Figure 5 compares
supported, partially supported and unsupported claims across backbonemodels, exposing both
confidence separation andmodel sensitivity.
Cost and limits. Figure 6 reports 53.3K tokens for CWF versus 89.5K for multi-agent debate (40.4%
fewer). The reported percentage improvements are relative gains over Base, while confidence
scores and SAFE ratios use different scales. Revision can lower audience fit, especially for children.
Coverage remains limited to three scientific domains and text-only personalization.
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